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Research on how to score complex constructed-response test formats using computer-

administered automated scoring procedures has been going on for nearly 50 years. The potential 

for using computers to score essays was demonstrated in the 1960s (Page, 1966; Page & Petersen, 

1995); since then, millions of essays have been scored using this technology. The current Race-to-

the-Top initiative--created to spur innovation and reforms in state and local district K-12 education-

-has motivated even more interest in this approach; there is a commitment to using automated 

scoring for constructed-response items (Shermis & Hamner, 2012). In addition to its use in K-12 

education, computer scoring of constructed-response items is used operationally in other contexts 

such as credentialing examinations for accountants, architects, and physicians. 

Although there has been considerable research on automated scoring systems (e.g., 

Burnstein & Chodorow, 2002; Attali & Powers, 2009; Powers, Burstein, Chodorow, Fowles, & 

Kukich, 2002; Shermis, Koch, Page, Keith, & Harrington, 2002), relatively little research has 

compared variations on automated scoring procedures. In two studies, scores from rule- and 

regression-based procedures for scoring computer simulations of patient management skills were 

compared. One study found that regression-based scores generally correlated more highly with the 

ratings and were more generalizable (Clauser, Margolis, Clyman, and Ross, 1997), while the other 

yielded results in favor of the rule-based procedure (Harik, Baldwin & Clauser, 2013). Another 

recent study compared numerous approaches for scoring essays; though most of the procedures 

produced similar results, comparisons were based on the correspondence between scores and 

ratings and it was difficult to infer the extent to which the scores varied across procedures (Shermis 

& Hamner, 2012).  

Research investigating the impact of using different groups of content experts to generate 

the rules that inform the scoring algorithms is even more uncommon. Clauser, et al. (1997) found 

that correlations between regression- and rule-based scores and ratings were lower for a group of 
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raters that was independent of the group of raters used to model the scoring algorithms than they 

were for the group of raters that was used to model the scores. Clauser, Harik, and Clyman (2000), 

produced regression-based scoring algorithms based on the judgments of independent groups of 

raters. Results indicated that score variation across groups of raters was modest when compared to 

other sources of measurement error. 

If automated scores vary dramatically based on the specific group of randomly equivalent 

content experts that developed the scoring rules, the resulting score interpretations would be called 

into question. The purpose of the present research was to examine the stability of rule-based 

scores across scoring algorithms developed by different groups of experts. Results of this type are 

central to the validity argument for scores based on this type of procedure (Kane, 2006). The 

present study compares scoring algorithms produced by three different groups of content experts 

for computer-based case simulations (CCS) component of the Step 3 United States Medical 

Licensing Examination (USMLE
®

). We first provide a short description of the CCS performance 

assessment to aid the reader in understanding the complexity and nuances of this examination. 

Computer-based case simulations require examinees to manage a virtual patient in a 

computer-simulated patient care environment. The full examination comprises 12 computer-

simulated clinical cases and takes about five hours to complete. The format of this examination has 

been described in detail elsewhere (Margolis & Clauser, 2006). Briefly, examinees are presented 

with a clinical scenario involving a patient in need of medical care (see Figure 1). Examinees can 

freely navigate the simulation interface to review the patient’s history, request a physical 

examination, and order tests, treatments, and consultations. The interactive computer environment 

allows examinees to review results of the ordered tests and receive periodic updates about the 

patient’s condition. The examinee is also responsible for changing the patient’s location and 

advancing the case through simulated time. When case management is completed, the system 
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produces a comprehensive record of the actions taken by the examinee along with the simulated 

time at which each action occurred, which can then be scored (see Figure 2). 

There are thousands of computer-recognized actions an examinee can take at any time 

during a simulated clinical case and each one is classified into one of fifteen action categories: most 

harmful, harmful, least harmful, neutral, least beneficial, beneficial, and nine detailed categories of 

most beneficial actions based on their type (treatment, diagnosis, or monitoring) and the 

importance of their timing and sequence during the course of the simulated treatment. Specifying 

these classification rules is a two-step process. First, trained physicians review all the possible 

procedures, tests, medications and other actions that may be ordered by examinees during the test. 

These thousands of actions may include, for example, ordering intravenous fluids, prescribing a 

valium, or scheduling a surgery. The actions are then assessed for their impact on a healthy 

individual and classified into one of four action categories based on the extent to which they may 

be harmful: most harmful, harmful, least harmful, or neutral. These expert judgments—made 

without regard for any specific clinical scenario—comprise a generic rule set intended to capture 

harmful and irrelevant examinee behaviors. Next, experts identify a subset of plausible actions that 

are specific to each clinical case. For these actions, the extent to which each is harmful or beneficial 

is determined—taking into account each case’s specific clinical scenario. As mentioned, most 

beneficial actions are further classified into one of nine categories based on their type, timing, and 

sequence. For example, in a case of pneumonia, one of the most beneficial actions an examinee 

can take is ordering an appropriate antibiotic (type of action). It is important that the antibiotic is 

taken as soon as possible (timing of action) and only after a culture and sensitivity test is completed 

(sequence of action).  
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Once the case-specific rules are identified, they are combined with the generic rules to 

create the final rubrics. Such rubrics can then be used to classify each observed examinee action 

into one of the 15 action categories for each case. All within-category actions are considered 

equivalent (by design), thus summing the number of actions per category yields a vector of 15 

polytomous action category scores. After excluding the neutral category and any category for which 

no actions were observed in the pretest sample, a case-specific vector of 14 or fewer action category 

scores remains that describes a single examinee performance on a single case. Scoring algorithms 

are then developed and applied to category scores to derive a single score for each case. For the 

current study, both scoring algorithms and action categories were created and defined by 3 groups 

of content experts for a common set of 4 simulated cases. 

Method 

 This research focused on scores from the computer-based patient management simulations 

that are part of the United States Medical Licensing Examination. The simulation format allows 

examinees to manage patients in a dynamic and largely unprompted patient-care environment by 

ordering tests, treatments, and consultations (using free-text entry) and advancing cases through 

simulated time. The patient’s condition changes based on both the examinee’s actions and the 

patient’s underlying condition. When the case is completed, the system stores a complete list of 

actions ordered by the examinee along with the simulated time at which the action was ordered. 

 Scoring rules that are intended to approximate expert ratings of the same performance are 

developed through a group process in which practicing physicians from a range of specialty areas 

articulate the rules that they use to rate performances. These sessions are facilitated by an 

assessment expert familiar with the case development and scoring process. The full rule-

development process is iterative. Experts first articulate their expectations for the specific categories 
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of actions (and their expected sequence and timing) that are necessary to achieve varying points on 

the score scale; then experts rate performances and revise or extend their specified expectations. 

The rules then are programmed, scores derived and compared to the ratings. Discrepancies 

between scores and ratings provide a quality control check and may lead to additional changes in 

the rules. Developing the rules is a time-consuming process and typically requires each content 

expert to rate in excess of 100 examinee performances. 

Three groups of four experts developed scoring rules for four common cases. Because this 

was viewed as an exploratory pilot study, the procedures used to develop the rules were simplified 

(although in general the process followed the operational approach). One of the groups followed 

the operational procedure - they rated a common sample of 100 performances per case to be used 

in refining the rule-based algorithm. Because this group was used as the basis for developing the 

operational algorithm, extensive quality control steps were implemented to ensure that there were 

no errors in programming the rules. The other two groups followed a simpler procedure - the 

process of articulating the rules was identical, but no ratings were collected. All 3 groups had to 

reconcile their scoring rules with a single baseline - the original, abbreviated guidelines developed by the key 

development group. 

Analysis was completed at the case level for randomly equivalent groups of examinees. For 

each case, results are reported for two examinee samples: 1) the full sample of examinees who 

completed the case and were available for scoring, and 2) the sample of 100 examinees whose 

performances were rated as part of the development of the operational scoring algorithm. 

Unfortunately, operational constraints made a fully-crossed study design by which various sources 

of measurement error could be detangled prohibitive. 
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Results and Discussion 

 Table 1 contains descriptive statistics for automated scores based on the scoring rules 

derived by the three groups of experts; in each instance, group 1 refers to the group that completed 

the more extensive modeling process. Results indicate that scores varied across cases and groups: 

average scores ranged from a low of 4.62 (2.64) for group 3, case 1 to a high of 7.61 (1.63) for 

group 1, case 3. No group appeared consistently more stringent than another, and case 3 seemed 

to be the easiest of the four cases. Results suggest that even minor differences in specified rules 

may lead to non-trivial differences in automated scores across groups. 

Table 2 reports correlations between scores produced by the algorithms from each of the 

three groups for the full sample of examinees and Table 3 reports the results based on the 100 

performances that were rated by group 1 (i.e., correlations between the ratings produced by group 

1 and the scores produced by the three groups). Correlations between the scores were substantially 

below unity. Correlations for the full samples ranged between 0.41 and 0.81, with an average 

correlation of 0.63. The correlations for cases 3 and 4 were on average much lower correlations 

than those for cases 1 and 2.  Correlations were somewhat higher between the scores and the 

ratings produced by the experts from group 1.  The average correlations across all cases were 0.72 

and 0.66 for groups 2 and 3, respectively. 

Further review of the scoring rules by content and test development experts revealed that 

groups often agreed on the specific actions necessary for the diagnosis and treatment but differed 

in the types of actions they defined as critical or extremely harmful.  These seemingly minor 

disagreements often resulted in significant differences in the resulting rule-based scores. 

 The scatterplots presented in Figures 3 and 4 show how relatively small differences in rules 

can lead to substantial score differences.  Figure 3 makes clear that one group required one (or 

more) actions from the examinee in order to receive a score above 2.0. A similar pattern is 
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apparent in Figure 4 at a score of 3.0. Although both groups may have viewed the action as 

important, the more lenient group produced rules that mapped performances into a range of 

scores while the other group limited those performances to scores at 3.0 or below. Similar patterns 

were observed for all cases.  

Test development experts who reviewed the specific differences in scoring rules across the 

three groups of experts hypothesized that the extent of disagreement was related to one of the 

following three conditions: 

1. Ambiguity or lack of established guidelines and defined standards of care for a 

specific clinical condition; 

2. Regional variability in case management; 

3. Controversies or recent changes in treatment and teaching of a specific 

condition.  

It is important to note that the present results are based on a pilot study implemented with 

limited resources and suboptimal design conditions. They likely represent a kind of worst-case-

scenario in terms of the variability that might be expected in scores due to the group of experts 

used to model the automated scoring algorithm. Moreover, the study design did not allow for 

analyses comparing various other sources of measurement error such as examinee and task 

variance with variability due to differences in scoring algorithms.  Nonetheless, the results make 

clear that differences in expert judgments is a significant source of variability and it is an issue that 

warrants additional consideration. 
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Table 1. Descriptive statistics (Mean(SD)) for rule-based scores 

 

Case Group 1 Group 2 Group 3 N 

1 6.04 (1.94)
 

5.63 (2.34) 4.62 (2.64) 1,616 

2 4.95 (1.81) 5.97 (1.95) 6.44 (1.99) 1,656 

3 7.61 (1.63) 6.61 (2.17) 6.62 (1.55) 1,629 

4 6.06 (1.05) 6.72 (2.03) 6.67 (1.29) 1,614 

 

Table 2. Correlations among scores for the full sample of examinees (all examinees who were 

available for scoring) based on scoring rules created by three groups of experts 

 

Case 
Group 1 and 

Group 2 

Group 1 and 

Group 3 

Group 2 and 

Group 3 

1 0.78 0.51 0.80 

2 0.70 0.70 0.81 

3 0.57 0.68 0.41 

4 0.51 0.63 0.45 

Mean 0.64 0.63 0.62 

 

Table 3. Correlations among the ratings produced by Group 1 and the scores for the samples of 

100 examinees used by Group 1 to develop the scoring algorithm based on scoring rules 

created by three groups of experts 
 

 

 

 

 

 

Case 
Rating and  

Group 1 

Rating and  

Group 2 

Rating and  

Group 3 

1 0.96 0.86 0.59 

2 0.94 0.70 0.66 

3 0.99 0.76 0.76 

4 0.97 0.56 0.63 

Mean 0.96 0.72 0.66 
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Figure 1.  

Graphic Interface for Computer Case Simulation Assessment 

 

Figure 2. 

Sample of Action Record 

Time Ordered Action Time Seen 

1@16:00
* 

HEENT/neck 1@16:11 

1@16:00  Cardiac examination 1@16:11  

1@16:00 Chest/lung examination 1@16:11  

1@16:11 X-ray, portable 1@16:31  

1@16:11 Arterial blood gases 1@16:26 

1@16:11 Electrocardiography, 12 lead  

1@16:11 Oxygen by mask 1@16:41 

1@16:14 Patient Update (“More difficulty breathing”)    

1@16:14 Needle thoracotomy 

 1@16:24 Chest tube  1@16:19 

1@16:30 Patient Update (“Patient feeling better”)   

1@16:30 Chest/lung examination 1@16:31 

* Day 1, at 4 PM 
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Figure 3. 

 

 

Figure 4.  
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